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Multi-tenancy Introduction 
Multi-tenancy is a common requirement for many storage deployments. By allowing 
multiple tenants to share a storage system, efficiency can be increased, and the storage 
usage can be optimized.  

There are different forms of multi-tenancy, from simple sharing of storage for different 
departments or projects to segregating a single storage system for different customers.  

Tenants are typically managed by the storage admin (aka provider) but certain management 
operations could be delegated to each tenant.  
 
IBM Storage Scale & Storage Scale System support multi-tenancy through a combination 
of file systems, filesets, access control, and namespace isolation, allowing multiple 
tenants or workloads to securely share the same infrastructure while maintaining logical 
separation. 

 

 

“IBM Storage Scale & Storage Scale System is a 
multitenant storage solution allowing multiple tenants to 

securely share the same storage infrastructure while 
maintaining secure, logical separation” 

 

  



Multi-tenancy Operational Model 
 
Roles of Providers 

Storage administrators provision resources, configure encryption, set quotas, Quality of 
Service for I/O, and manage access controls to ensure security and efficiency 

Tenant Responsibilities 

Tenant administrators handle data management, including ACLs, backups, and file-level 
restores, ensuring data integrity and availability. 

Delegated Operations via REST API 

The REST API roadmap expands delegated operations, enabling tenants to perform more 
independent tasks securely and efficiently. 

Separation of Duties Benefits 

Clear separation between providers and tenants improves security and operational 
efficiency by assigning appropriate responsibilities. 

 

 

 

  



Multi-tenancy Architecture Overview  
IBM Storage Scale provides powerful multi-cluster functionality, which makes it easy to 
build a secure multi-tenant environment. Each tenant forms its own Scale cluster with a set 
of nodes (e.g. Nvidia GB200, HGX servers for AI workloads or just plain servers), which 
consume the storage from the central storage cluster running IBM Storage Scale. For 
example, IBM Storage Scale System 6000.    

 

With IBM Storage Scale it is quite simple to share the same storage with all your clients and 
segregate it for multi-tenancy, either on filesystem or fileset (directory tree) level. Each 
tenant can have its own namespace.  

In the example picture above, the tenant clusters and storage clusters are connected 
through high-speed networks (typically within the same datacenter). Attaching far distance 
tenant clusters is possible with AFM but outside the scope of this document.  

Tenant data is secured by IBM Storage Scale encryption, where each tenant uses its own 
encryption keys and its own key server if desired.   

IBM Storage Scale QoS functionality ensures that tenants cannot overconsume the 
available resources (bandwidth, IOPS) 

A tenant’s capacity usage, including the number of files, can be effectively managed 
through quotas for fileset-based multi-tenancy or by the overall filesystem capacity for 
filesystem-level multi-tenancy. 
 
 

 



With all these powerful Scale features, customers get a secure, and flexible solution to 
implement multi-tenant infrastructures.  

Feature Description 

 Filesystem / Filesets Logical partitions that can be independently managed 

Access Control Lists (ACLs) Fine-grained permissions for users, groups, and applications 

Quotas Per-tenant storage limits to prevent resource overuse (Fileset 
Multi-tenancy) 

Namespace Isolation Each tenant can have its own namespace via independent 
filesets or filesystem 

Protocol Isolation NFS, SMB, and Object access can be scoped per tenant using 
CES nodes 

Security Zones Optional integration with LDAP/AD for tenant-specific 
authentication 

Failure Isolation Each tenant operates within its own fault domain, especially 
when using filesystem multi-tenancy 

Tenant Management Ability to create, configure, and onboard new tenants with 
isolated resources and policies. 

Monitoring & Auditing Tenant-level metrics, logging, and audit trails 

Network Isolation Tenant networks can be isolated by using per-tenant VLANs 

 

The following sections describe the IBM Storage Scale features in more detail.  

  



Filesystem vs Fileset Multi-tenancy 
The choice of the multi-tenancy model depends on customer requirements. Each approach 
offers distinct advantages and trade-offs. The following differences can help you determine 
which approach is best. 

 

When to Choose Filesystem Multi-Tenancy 

• Ensures strict security isolation between tenants 

• Delivers stronger failure isolation for improved resilience 

• Best suited for environments with dozens of tenants (not hundreds or thousands) 

• Leverage filesets within the tenant filesystem to organize sub-tenants 

• Major Trade-off: Capacity Efficiency & Management. Each tenant’s filesystem has 
its own dedicated set of disks, which defines its capacity. Adjusting capacity 
requires adding or removing disks, making management more effort-intensive and 
capacity assignments less granular compared to the fileset-based approach. 

 

 

  



When to Choose Fileset Multi-Tenancy 

• Supports hundreds or thousands of tenants 

• Enables better resource sharing and utilization 

• Capacity management is quota-based and therefore simple and fast. 

• Ideal for departmental or organizational tenants 

• Major trade-off: Compared to filesystem multi-tenancy, fileset-based isolation 
provides a lower level of security separation and failure isolation. 

 

 

Summary 

Use filesystem multi-tenancy when you need strong security and failure isolation for a 
smaller number of tenants, even though capacity management is more complex. Choose 
fileset multi-tenancy for environments with many tenants, easier capacity control via 
quotas, and better resource sharing, accepting somewhat weaker isolation. 

  



Multi-tenancy Reference Setup 
- Each tenant has its own Scale cluster (aka tenant cluster) consisting of a set of 

nodes (preferably 3 or more) 
- A central storage cluster owns the storage and the filesystem  

o IBM Storage Scale System 6000 is recommended 
- Tenant clusters are connected to the storage cluster through high-speed network  

o Ethernet/ RoCE / InfiniBand  
- Scale Filesystem Encryption is used to secure the data 

o One or more Key servers are used to manage the encryption keys 
o Each tenant has its own encryption key and cannot access other tenant keys 
o Data is encrypted with the tenant encryption key  
o Storage cluster has access to all tenant encryption keys 

- Tenant cluster remotely mounts the storage cluster’s filesystem 
- Tenants can use any Scale feature (which work with remote mounts) as usual. 

o E.g. CES nodes can export data from tenant path 

Fileset Level Multi-tenancy Specifics  

- Storage cluster provides one dedicated filesystem for all tenants 
o Root fileset is empty and no data should be written here 

- For each tenant one independent fileset is provisioned to store the tenant data 
o Tenant filesets are linked directly into the root fileset (e.g. /gpfs0/tenant12) 
o The capacity and number of files are limited by fileset quota 
o The throughput is limited by fileset QoS 

- Tenant cluster remotely mounts the storage cluster’s filesystem 
o Tenant will only see its own fileset and can write data to it (e.g. 

/gpfs0/tenant12) 
o RFAC prevents cross-tenant visibility and access 

Filesystem Level Multi-tenancy Specifics  

- Storage cluster provides a dedicated filesystem for each tenant 
o The capacity available to the tenant is defined by the filesystem size  

▪ E.g. to increase capacity, disks must be added to the filesystem 
o Number of files is limited by the max inodes filesystem configuration 
o The throughput is limited by filesystem QoS 

- Tenant cluster remotely mounts the storage cluster’s filesystem 

 

 



Remote cluster mounts  
IBM Storage Scale multi-tenancy is based on the remote cluster mount feature of Scale.  

It offers the ability to access and mount GPFS file systems that are owned by other clusters 
in the network. Each site in the network is managed as a separate cluster, while allowing 
shared file system access. 

The cluster that owns the file system (storage cluster) is responsible for administering the 
file system and granting access to other clusters on a per cluster basis. After access to a 
particular file system is granted to nodes in another GPFS cluster, the nodes can mount the 
file system and perform data operations as if the file system were locally owned. 

Each node in the Tenant cluster that requires access to the storage cluster's file system 
must be able to open a TCP/IP connection to every node in the storage cluster (through 
each node's daemon IP address) and vice versa. 

Nodes in two separate remote clusters (client / tenant clusters) that mount the same file 
system are not required to be able to open a TCP/IP connection to each other.  

This means a client cluster for tenant A does not need to be able to reach the nodes of 
client cluster of tenant B. Storage Scale ensures that the Scale daemons on a tenant cluster 
will not communicate directly with another tenant cluster, allowing some additional 
isolation between tenants. 

 

Encryption 
IBM Storage Scale provides support for file encryption that ensures both secure storage and 
secure deletion of data. GPFS manages encryption using encryption keys and encryption 
policies. 

Secure storage uses encryption to make data unreadable to anyone who does not possess 
the necessary encryption keys. The data is encrypted while “at rest” (on disk) and is 
decrypted on the way to the reader. Only data, not metadata, is encrypted. 

GPFS encryption can protect against attacks performed by unprivileged users of a GPFS 
node in a multi-tenant cluster (that is, a cluster that stores data belonging to multiple 
administrative entities called tenants).  

Each tenant cluster uses dedicated encryption keys, which are only known to the specific 
tenant and the provider, to encrypt the data. This ensures that each tenant can decrypt its 
own data only. Data from other tenants cannot be decrypted.  



Secure data deletion leverages encryption and key management to guarantee erasure of 
files beyond the physical and logical limitations of normal deletion operations. If data is 
encrypted, and the master key (or keys) required to decrypt it have been deleted from the 
key server, that data is effectively no longer retrievable. 

Encryption policies control which encryption keys are used for which filesystem or even 
parts of the filesystem like fileset, giving the ability to define an encryption key for each 
tenant and use it for the tenant filesystem or filesets only. 

It is strongly recommended to deploy a backup key server, to retain filesystem access when 
the primary key server is unavailable. 

Quality of Service (QoS) 
With the Quality of Service for I/O operations capability, it is possible to limit IO operations 
(IOPS/Bandwidth) on the storage.  

QoS can limit I/O on a particular fileset, to prevent individual client clusters from 
dominating the file system I/O performance and significantly delaying other clients.  

With QoS configured, you can assign one or more filesets to a QoS class that has a 
bandwidth or IOPS limit and therefore ensuring each tenant gets a guaranteed share of the 
IO resources and prevents impact of one tenant to another.  

QoS will be supported across filesystems, to ensure a guaranteed share of the IO resources 
in a filesystem level multi-tenancy setup. (refer to Scale roadmap for details)  

Quotas to limit tenant capacity and inode usage 
IBM Storage Scale uses quotas to control the allocation of files and data blocks in a file 
system. A quota is the amount of disk space and the amount of metadata that is assigned 
as upper limits for a specified user, group of users, or fileset. 

Quotas can be defined for individual users, groups of users, or filesets. Quotas can be set 
on the total number of files and on the total amount of data space that is used.  

You can specify a soft limit, a hard limit, or both for quota. In a fileset multi-tenancy setup, 
by setting quota limits on tenant filesets you can effectively limit the usable capacity of a 
tenant.  
In a filesystem-level multi-tenancy setup, the tenant capacity is defined by the size of the 
filesystem, and when sub-tenants are used, each gets its own fileset and quotas can be 
used to limit the usable capacity of the sub-tenant.  



Role based Access Control 
The IBM Storage Scale native REST API is a new feature that provides native REST APIs for 
secure and remote administration of IBM Storage Scale. Please refer to the Storage Scale 
documentation for details. 

With the native REST API feature, you can manage the IBM Storage Scale cluster.  

This feature replaces the administrative operations that were previously done with mm-
commands. It also eliminates several limitations of the mm-command design, including 
the dependency on SSH, the requirement for privileged users, and the need to issue 
commands locally on the node where IBM Storage Scale runs. 

The native REST API feature includes the following functions for IBM Storage Scale: 

• New control plane daemon (administration daemon) 

• New CLI (scalectl) 

• Remote administration 

• Role-based access control (RBAC) 

• Allow non-root administration 

• No dependency on SSH 

Remote administration 

With the native REST API feature, users can now issue admin operations from outside of the 
cluster. The new scalectl CLI can communicate with the REST API through HTTPS, which 
enables commands to be run from outside of the IBM Storage Scale cluster. 

Role-based access control (RBAC) 

The native REST API includes RBAC, allowing the security administrator to grant granular 
permissions for a user. A user (administrator) can be allowed or denied to run operations at 
the resource level. For example, a user can be granted permission to operate on a specific 
file system or fileset only. 

Allow non-root administration 

Running the existing administrative mm-commands requires elevated privileges. The native 
REST API feature does not require the elevated privileges. RBAC policies can determine 
which users have the authority to run certain administrative operations. The user does not 
require the elevated privileges on the system to request administrative actions to take 
place. 



No dependency on SSH 

With the native REST API feature, operations that are done by the API use secure 
connections between administration daemons for remote code execution, eliminating the 
need for SSH. The initial release of the native REST API provides APIs for managing the basic 
cluster setup and initial filesystem config. In upcoming releases new APIs to support more 
storage admin tasks (like setting quotas, managing QoS, etc.)  are added, so that more 
tasks can be delegated by the provider to the tenant. (refer to Scale roadmap for details)   

Remote Fileset Access Control (RFAC) for Fileset Multi-tenancy 
In IBM Storage Scale, administrators can allow tenant clusters access to only a subset of 
filesets instead of the entire file system. When access is allowed to only certain filesets, a 
subset of the file system namespace containing the allowed filesets is visible on the tenant 
cluster nodes. 

Fileset level multi-tenancy builds upon RFAC to restrict the visibility of tenant filesets to the 
corresponding tenant. 

Storage cluster administrators must consider the following factors while setting up remote 
fileset access control for remote clusters: 

• While setting up the allowed fileset list for the first time, the root fileset must be 
included. 

• The root fileset cannot be removed from the allowed list later by using the mmauth 
deny command. 

• Both independent and dependent filesets can be included in list of fileset allowed 
for each tenant cluster. 

• When the allowed fileset list is created, the filesets that are not in that list cannot be 
accessed from the authorized remote clusters. 

• If a fileset exists in the allowed list, all the filesets that are linked above it in the file 
system namespace must also exist in the list to ensure that access to the fileset 
works properly. 

Fileset access control does not offer a hard security boundary. It is therefore important that 
the root administrator of the remote cluster must be fully trusted by the root administrator 
of the home cluster. 



Security considerations and limitations 

Data Isolation 
Strong data isolation with tenant-specific encryption keys (tenants cannot access 
encryption keys of other tenants). Encrypts all data at Rest (metadata is not encrypted).  

GPFS encryption can protect against attacks performed by unprivileged users of a GPFS 
node in a multi-tenant cluster (that is, a cluster that stores data belonging to multiple 
administrative entities called tenants). However, GPFS encryption cannot protect against 
deliberate malicious acts by a storage cluster administrator (provider) who has access to 
the encryption keys. 

Additional isolation, in case of fileset level multi-tenancy, through “remote fileset access 
control” (RFAC), prevents cross tenant visibility and access to other tenant’s data.  

RFAC alone does not offer a hard security boundary against root attacks. It is therefore 
important that the root administrator of the tenant cluster be fully trusted by the root 
administrator of the storage cluster. 

The number of tenant clusters supported by RFAC is limited to 31 per filesystem (Scale 6.0). 
Future releases of Scale will expand the limit to come closer to the independent fileset limit 
(currently 3000) (refer to Scale roadmap for details) 

The number of filesystems is limited to 256 in a cluster, which defines the maximum 
number of tenants when using filesystem level multi-tenancy. 

The overall number of remote clusters is limited by the maximum aggregate number of 
nodes supported by Scale which is 16384 (local and remotely mounted) 

 

Access Control 
Access control is a foundational pillar of multi-tenancy in IBM Storage Scale, ensuring that 
data and resources remain secure and isolated across different tenants. Effective access 
control mechanisms prevent unauthorized access, allows tenant-specific authentication, 
and provide fine-grained control over data and operations. 

Logical Isolation: Separation of tenant data achieved by using dedicated namespaces 
(filesystem or fileset) 

Authentication & Identity Integration: Support tenant-specific identity providers and MFA. 
Each tenant has its own tenant cluster and has full control on the authentication & identity 
setup of its cluster. 



Fine-Grained Access Policies: Control access at the object or file level across all 
interfaces. Fine grained permissions for users, groups and applications (ACLs)  

Role-Based Access Control (RBAC): Define tenant-scoped roles and permissions. With 
Scale 6.0 the RBAC functionality (provided by Native REST API) is limited to a subset of 
features only. Future releases will support more features (refer to Scale roadmap for details) 

 

 

Performance Isolation 
Performance isolation is critical in a multi-tenant environment to ensure that each tenant 
receives predictable and consistent service levels without interference from others. In 
shared infrastructure scenarios, the risk of a “noisy neighbor” — where one tenant’s 
workload impacts the performance of others — can compromise service-level agreements 
(SLAs) and overall system efficiency. IBM Storage Scale addresses this challenge through 
robust Quality of Service (QoS) capabilities. 

Quality of Service: Enforce per-tenant limits on IOPS, bandwidth, and prevent noisy 
neighbor effects to ensure SLA compliance. 

QoS works with asynchronous I/O, memory-mapped I/O, cached I/O, and buffered I/O. 
However, with direct I/O, QoS counts the IOPS but does not regulate them. 
 

Monitoring and Auditing 
Monitoring and auditing are essential components of a secure and well-managed multi-
tenant environment. IBM Storage Scale offers capabilities that enable administrators to 
track usage, monitor performance, and maintain detailed audit logs for security and 
compliance purposes. 

Audit Logging (FAL): Maintain audit logs for compliance and security monitoring 

In case of fileset multi-tenancy, the full audit log of all tenants is available to the storage 
admin only. 

Per-Tenant Monitoring and billing:  Monitor resource usage for each tenant through quota 
reports and track key performance indicators such as latency, throughput, and other 
metrics (for example, by querying filesystem performance data of tenant-specific nodes). 
While IBM Storage Scale does not provide a built-in billing solution, it can supply detailed 
metrics that integrate with external billing systems. IBM Storage Scale can also integrate 
well with SIEM tools for real-time threat detection. 



Tenant Day-2 Management 

Provider vs Tenant operations  
With Scale 6.0, the storage admin / provider will need to perform the bulk of operations, and 
there must be some offline communication between tenant and storage admin where the 
tenant issues requests, and the storage admin honors the request and implement changes 
in the fileset or other infrastructure. 

Future releases of Scale will give more capabilities to the tenant admin. (refer to Scale 
roadmap for details) 

 
Storage admin (Provider) operations 

• Extend/reduce capacity and inode quotas  
• Extend or reduce QoS throttles 
• Create and link a dependent fileset inside the tenant fileset 
• Set ILM policies (placement/migration/encryption) on the filesystem 
• Take snapshots of the tenant fileset 
• Restore tenant fileset from snapshot 
• Encryption Key rewrap/rotation 

Tenant operations 

• Manage files and folders incl. ACLs 
• Copy/Restore individual files from snapshot 
• Take backup of the tenant filesystem or fileset using the mmbackup command with 

the  –-allow-backup-on-remote option 
• Run LIST ILM policy against the tenant filesystem or fileset using the mmapplypolicy 

command with the  –-allow-scan-on remote option 
 

  



Monitoring in Multi-Tenant Environments 

Performance Monitoring 

IBM Storage Scale provides a fully integrated performance monitoring solution, built around 
two core components: Collectors and Sensors. In a multi-tenant setup, both the tenant 
clusters and the storage cluster maintain their own independent pmcollector/pmsensors 
infrastructure, ensuring localized metric collection and isolation. 

Metric Collection on Tenant Clusters (Client Clusters) 
Each tenant cluster collects client-level metrics related to its own workloads, including: 

o File System I/O, latencies, VFS operations 

o Fileset inode usage 

o Health Metrics 

o Protocol-level metrics (e.g., SMB, NFS) 

o Linux level metrics like CPU, Memory, Network 

These metrics are captured by sensors running on the tenant cluster and stored in its local 
Collector. Tenants can view and analyze these metrics through their cluster’s GUI, CLI tools 
(e.g., mmperfmon, mmptop, mmpstat), or REST API. 

 
Metric Collection on the Storage Cluster 
The storage cluster collects metrics related to backend storage operations, such as: 

o NSD I/O, latencies 

o GNR Physical disk (pdisk) I/O 

o Quota usage of all tenants  

o QoS Metrics , AFM Metrics 

These metrics remain isolated within the storage cluster and are not exposed to tenants, 
ensuring security and operational separation. 

Visualization and Integration 

• Grafana Integration 
Each cluster can export its own metrics to Grafana via the Storage Scale Grafana bridge 
(openTSDB format), enabling tenants to build dashboards for their cluster-specific data.  
Optionally access to the Grafana Bridge may be granted to the Storage Administrator, 
enabling them to create an overview dashboard that monitors all tenant clusters. 



• Prometheus Integration 
The bridge also functions as a Prometheus exporter, exposing HTTP endpoints for 
Prometheus scrape jobs. This allows seamless integration into a tenant’s Prometheus 
instance for monitoring tenant-specific metrics. 
Once Scale metrics are ingested into Prometheus, administrators and tenants can 
leverage PromQL for flexible queries, alerting, and dashboard creation. 
Storage cluster metrics remain isolated and can be integrated into a separate 
observability stack dedicated to storage administrators. 
 

Health Monitoring 

mmhealth is IBM Storage Scale’s health monitoring framework that continuously checks 
the status of cluster components and reports issues in real time. In a multi-tenant 
architecture, where each tenant has its own client cluster and consumes storage from a 
shared storage cluster, health monitoring is isolated per cluster to maintain security and 
operational independence. Each tenant cluster has its own GUI instance to monitor the 
cluster. 

mmhealth organizes checks into components, such as: 

• Gpfs – Node health and daemon status 
• filesystem – File system mount and metadata health 
• protocol – NFS, SMB services 
• network – Cluster interconnect health 
• disks – NSD disks/vdisks 
• GNR -  Native RAID  

Tenant clusters primarily monitor filesystem, protocol, network and gpfs. 
Storage cluster monitors additional Components for Disk, GNR and NSD health. 

Code update coordination between Storage and Tenants 
While, in general, the Scale code levels can be updated independently in the Storage and 
Tenant clusters according to each cluster's management schedule, the following rules 
must be followed. 

• The code levels among the nodes in the Storage and Tenant clusters must be kept 
within the "N / N-1" limits. That is, code versions across Storage and Tenant clusters 
cannot differ by more than one Release number, as described in the FAQ in 
https://www.ibm.com/docs/en/STXKQY/gpfsclustersfaq.html#maint 

• The Storage administrator can run mmchconfig release=LATEST once the nodes in 
the Storage cluster are all updated 

https://www.ibm.com/docs/en/STXKQY/gpfsclustersfaq.html#maint


• The Storage administrator cannot run mmchfs <FS> –V full until every node in all 
tenant clusters is upgraded to the code level at least as high as that used by the 
Storage cluster. That will require coordination between the Storage and Tenant 
cluster administrator 

• In the case of problems reported in flashes or security bulletins, code upgrades may 
be required on both Storage and all Tenant clusters for the problem to be fixed. 

With the guidance above, the administrators of the Tenant cluster may choose to perform 
code updates in a rolling fashion or in offline mode. On the other hand, code updates on the 
Storage cluster should be performed in a rolling fashion to ensure the file systems remain 
available throughout the updates. 

  



Multi-tenancy Setup 
This chapter describes how to setup multi-tenancy with Scale, starting from the point 
where the storage cluster is deployed and a filesystem, with Quotas (per-fileset) and QoS 
enabled, is already created. 

Each tenant has its own set of nodes (preferably 3 or more) where Scale is installed on, and 
a Scale tenant cluster is configured and running. (refer to Scale deployment guide how to 
setup a Scale cluster) 

 

 
Example fileset multi-tenancy 

 

Separation of duties / Admin Roles  
Each tenant cluster can be managed by its own tenant administrator who does not require 
permission to manage the storage cluster.  
The storage cluster is managed by a storage administration who is responsible for managing 
the filesystem(s) and providing storage to all tenants. The storage admin does not require 
admin permissions on the tenant cluster.   

The key server (IBM Guardium Key Lifecycle Manager) is typically managed by the storage 
admin but could also be managed by a dedicated GKLM admin. Encryption configuration on 
the storage cluster requires full GKLM privileges. These privileges are granted through the 
sklmadmin role in GKLM, which serves as the default super-user role with complete 
administrative access to the system. A restricted GKLM user is sufficient to configure 
encryption on the tenant cluster.  



Naming conventions to simplify setup and management 
To simplify tenant setup and management we recommend the following naming 
conventions: 

• Tenant names are unique, short and simple (e.g. tenant-91) 
• The tenant-name is used “as is” for: 

o Encryption tenant name 
o Encryption client name = tenant-name + “client” appended 
o RKM name  
o Fileset name (fileset multi-tenancy) or Filesystem name (filesystem multi-

tenancy) 
o Mount point in filesystem (e.g. /gpfs0/tenant-91)  
o QoS class name 
o As identifier in encryption policy rule name 

• The storage admin must ensure that the tenant name is unique across all artifacts 
(as listed above) to avoid problems. 
 
 

 

 

 

 

  



High level steps to configure multi-tenancy 
The following steps are described by role, either storage admin or tenant admin.  

 

 

 

Cluster Preparation 

One-time initial setup of storage cluster 

 The storage admin initializes the storage cluster setup 

1. Check basic cluster installation and health of the cluster  
2. Initial storage cluster encryption setup 
3. Fileset Multi-tenancy: Ensure filesystem prerequisites are met (quota, QoS) 

 

One-time prerequisites for each tenant  

The storage admin provides the following registration details to the tenant. It is 
recommended to create a dedicated GKLM user with restricted permissions for each 
tenant. 

a. GKLM hostname and GKLM tenant user and password  

b. Storage cluster network connectivity (IPs, hostnames, …)   

c. REST API endpoint and credentials (Only in case GUI is used)  
 



One-time initial setup of tenant cluster 

The tenant admin initializes the tenant cluster setup 

1. Check basic cluster installation and health of the tenant cluster  
2. Verify connectivity to GKLM and to storage cluster nodes 

 
Tenant Registration Request  

Request to register a tenant to the storage cluster and allow tenant cluster to establish a 
remote cluster relationship 

1. The tenant admin sends a request for registration to storage admin: 
a. Initial tenant cluster encryption setup  

i. Configures the key server, creates the GKLM tenant and the key client  
ii. Submits a GKLM request to register the key client to the GKLM tenant  

b. Provides the following details with the request 
a. Tenant name 

b. Tenant cluster public key (includes the cluster name) 

c. Client Certificate Name (from GKLM key client registration) 

d. Tenant cluster IPs   

2. The storage admin evaluated the registration request and if accepted: 
a. Configures encryption keys for the new tenant  

i. Adds and registers the tenant to the storage cluster encryption client 
ii. Creates Master Encryption Key (MEK) for the tenant 

b. Authorizes the remote cluster access for the tenant cluster 
c. Accepts the GKLM registration request and provides the following details to the 

tenant admin: 
a. Storage cluster public key file (includes cluster name) 

b. Contact nodes 

 

3. The tenant admin finalizes the registration, once the tenant registration request is 
accepted 

a. The tenant admin completes the GKLM key client registration step.  
b. Adds a remote cluster relationship to the storage cluster  

 

  



Tenant Storage Request  

Request to provision storage from the storage cluster and grant access to it.  

1. The tenant admin requests remote storage by providing the following information to the 
storage admin 

a. Requested Capacity 

b. Requested max inodes (Optional, can be derived from capacity) 

c. Max Bandwidth / IOPS 

2. The storage admin provisions a new tenant filesystem (in case of filesystem multi-
tenancy) or a new fileset in the existing storage cluster file system (fileset multi-tenancy) 

a. [Fileset multi-tenancy] Sets fileset quotas to the desired tenant capacity 
b. Creates a QoS class and sets throttling limits  
c. Configures encryption policy to encrypt tenant data 
d. Exports the filesystem. [Fileset multi-tenancy] use RFAC to limit access to the 

tenant fileset  
e. Details are provided back to the tenant admin: 

a. Filesystem name  

b. [Fileset multi-tenancy] Fileset path  
3. The tenant admin establishes remote file system access to the tenant path 

a. Adds the remote filesystem  
b. Mounts the remote file system to access the tenant path  
 

The tenant setup is now complete, and the storage is ready for use. 

 

  



Summary of “Required information” to add a new tenant 
 
The following information is required at various stages of the setup process to ensure 
successful completion. 

• The storage admin provides the setup information to the tenant admin 
a. Public key and name of the storage cluster 
b. List of contact nodes (hostnames/IP addresses) 
c. GKLM hostname and GKLM tenant user and password (It is recommended to 

create a dedicated GKLM user with restricted permissions for each tenant) 
d. Filesystem name (once created) 
e. tenant fileset path (Fileset multi-tenancy only) 

• The tenant admin provides the mandatory information to the storage admin 
a. Public key and name of the tenant cluster  
b. Requested tenant name (will become the filesystem/fileset name) 
c. Required capacity, number of inodes and bandwidth limits 

 
 

  



Detailed steps to set up fileset multi-tenancy with Scale 6.0 
 

The following section describes detailed steps to configure fileset multi-tenancy using 
Scale CLI commands.  

Upcoming releases of IBM Storage Scale will support GUI based wizards and higher level 
abstractions / REST APIs to simplify the tenant setup and configuration. (refer to Scale 
roadmap for details) 

 

Check prerequisites and initial encryption setup [Storage Cluster] 

 

Storage cluster prerequisites 

- Cluster nodes installed and Scale cluster configured and running  
o mmlscluster displays the cluster information 

▪ select a set of contact nodes from the list to hand over to tenant 
admin  

o Check that the cluster is healthy using mmhealth / mmgetstate 
o Cluster public key exists (/var/mmfs/ssl/id_rsa.pub) 

▪ Copy public key file to be handed over to tenant admin 
- One or more filesystems exist and have enough capacity to add tenants 

o mmlsfs all 
o decide to which filesystem tenants will be added. Filesystem name must be 

given to the tenant admin 
o Quotas are enabled on the filesystem 

mmlsfs <fs> -Q  

o perfileset quota option is enabled on the filesystem  

mmlsfs <fs> --perfileset-quota 

o QoS is enabled for the filesystem 

mmqos filesystem status <fs> 

- Encryption server and client are already configured  
o If not, follow initial storage cluster encryption setup  

 
 



Initial storage cluster encryption setup (one time setup) 

 

Use the mmkeyserv command to add the GKLM server (Enter the password for the 
sklmadmin user when asked for). It is strongly recommended to configure a backup key 
server, to retain filesystem access when the primary key server is unavailable. The backup 
key server hostname can be optionally specified using the –backup parameter. 

mmkeyserv server add <gklm hostname> [--backup 
<gklm_backup_hostname>] 
 

Create a client. Use something like storagecluster01 as client-name to distinguish from 
tenant clusters. 

mmkeyserv client create <client-name> -–server <gklm hostname> 

 
Create an unused encryption tenant (Workaround for GKLM issue) 

mmkeyserv tenant add unusedtenant --server <gklm hostname> 

Tenant cluster prerequisites [Tenant Cluster] 

- Cluster nodes installed and Scale cluster configured and running  
o mmlscluster shows cluster 
o Check cluster is healthy using mmhealth / mmgetstate 
o Cluster public key exists (/var/mmfs/ssl/id_rsa.pub) 

▪ Copy public key file to be handed over to storage admin 
- Network connectivity between tenant cluster and storage cluster  

o Storage cluster IP addresses and hostnames can be resolved and reached 
o The tenant cluster’s daemon IP addresses must be reachable from all nodes 

in the storage cluster 

 

Tenant Registration Request [Tenant Cluster] 

Request to register a tenant to the storage cluster and allow tenant cluster to establish a 
remote cluster relationship. This includes the request for registering a GKLM key client 
which is needed to setup encryption using tenant specific encryption keys. 
 



Encryption setup on the tenant cluster 

Use the mmkeyserv command to add the GKLM server using then tenant GKLM user and 
password provided by the storage admin. It is strongly recommended to configure a backup 
key server, to retain filesystem access when the primary key server is unavailable. The 
backup key server hostname (provided by the storage admin) can be optionally specified 
using the –backup parameter. 

mmkeyserv server add <gklm hostname> --user-id <gklm user> [--
backup <gklm_backup_hostname>] 
 
Once all key servers are configured, add the tenant using the tenant-name as provided to 
the storage admin. 

mmkeyserv tenant add <tenant-name> --server <gklm hostname> 

 

Create a client, and as client-name use the tenant-name and append “client” to it. (e.g. 
tenant91client)  

mmkeyserv client create <client-name> –server <gklm hostname> 

 

Finally submit a request to GKLM to register the client to the tenant.  

mmkeyserv client register <client-name> --tenant <tenant-name> --
rkm-id <tenant-name> --noaccept 

Example output: 

Waiting for acceptance 

The security administrator of gklm-server42.com must accept the pending 
request through the SKLM GUI. 

Please use the following Certificate Name when prompted by the GUI:  
7629575310756386022_tenant91_1757501789 

Once the pending request is accepted, restart the command. 
 
 

Provide the printed cert name (e.g. 7629575310756386022_tenant91_1757501789) 
to the storage admin. The request must be accepted by the storage admin (or GKLM admin) 
using the GKLM GUI or REST API.   

 



Tenant Registration Acceptance [Storage Cluster] 

Configure encryption for a new tenant on storage cluster 

On the storage cluster use the mmkeyserv command to add the tenant using the tenant-
name as provided by the tenant admin. (Enter the password for the sklmadmin user when 
asked for)  

mmkeyserv tenant add <tenant-name> --server <gklm hostname> 

 

Register the tenant to the already existing client on the storage cluster. (Use the 
mmkeyserv command to show existing clients) 

mmkeyserv client register <client-name> --tenant <tenant-name> --
rkm-id <tenant-name> 

Finally create an encryption key for the tenant. Remember the key UUID output for later !  

mmkeyserv key create --server <gklm hostname> --tenant <tenant-
name> 
 

Authorize remote cluster access 

A remote cluster relationship must be established between the tenant cluster and the 
storage cluster.  

The storage admin needs to authorize the tenant cluster to access the storage cluster. 
The tenant cluster name can be found in the public key file.  

mmauth add <tenant_cluster_name> -k <id.pub file from tenant> 
 

Complete Tenant Registration Request [Tenant Cluster] 

Add remote cluster relationship and mount on tenant cluster 

Once the storage admin has authorized the tenant cluster, the tenant admin needs to add 
the remote cluster relationship using the public key file and contact nodes provided by the 
storage admin. The storage cluster name can be found in the public key file.  

Ensure that all contact node hostnames can be resolved from all tenant cluster nodes.  



mmremotecluster add <storage_cluster_name> -n <contact_node> -k 
<id.pub file from storage cluster> 
 

Once the request is accepted run the GKLM key client registration command again to 
complete the registration: 

mmkeyserv client register <client-name> --tenant <tenant-name> --
rkm-id <tenant-name> --noaccept 

 

Tenant Storage Request [Tenant Cluster] 

Request to provision storage from the storage cluster and grant access to it.  

This step serves as an initial, informal process to communicate the required capacity, 
bandwidth, and related resources to the storage administrator. In future releases, once the 
GUI-based multi-tenancy wizard is introduced, these requests will be formally initiated 
through the graphical interface. 

 

Tenant Storage Request Acceptance [Storage Cluster] 

 

Provision a new tenant fileset in the storage cluster file system 

The storage admin creates and links the tenant fileset by running the following command. 

mmcrfileset <FS_name> <tenant_name> ‐‐inode‐space new  

mmlinkfileset <FS_name> <tenant_name> -J /<FS_name> 
/<tenant_name> 

 

Quotas to limit tenant capacity and inode usage 

Configure the quota limits according to the requested capacity (block) and inode (files) limit 
provided by the tenant admin.  

mmsetquota <FS_name>:<tenant_name> --block 
block_Q_soft:block_Q_hard --files file_Q_soft:file_Q_hard 

 

QoS to avoid noisy neighbors 

Configure QoS bandwidth according to the limits requested by the tenant admin.  



Create a QoS class for the tenant fileset and create a throttle with the requested limits. 

mmqos class create <FS_name> --class <tenant-name> --fileset 
<tenant-name> 

mmqos throttle create <FS_name> --pool all --class <tenant-name> 
--maxMBS <requested bandwidth> 

 

Set Fileset level Encryption policy on the filesystem 

Create a fileset encryption rule using the key-UUID created in previous steps (see 
mmkeyserv key create step) and the provided tenant name. 

RULE 'Rule-<tenant-name>' ENCRYPTION 'E_<tenant-name>' IS 

    ALGO 'DEFAULTNISTSP800131A' 

    KEYS('<KEY-UUID>:<tenant-name>') 

RULE 'Encrypt fileset <tenant-name> with rule E_<tenant-name>' 

    SET ENCRYPTION 'E_<tenant-name>' 

    FOR FILESET ('<tenant-name>')  
 
Install the policy into the filesystem 

1) Retrieve the existing policy using the mmlspolicy into a policy file 

mmlspolicy <fs> -L > polfile.txt 

2) Append the new rule to the policy file (e.g. by using your favorite editor) 
3) Use the mmchconfig command to install the new policy  

mmchpolicy <fs> <policyfile> 
 

Authorize remote filesystem access with Remote Fileset Access Control (RFAC) 

The Storage admin needs to grant access to the tenant cluster to access the fileset created 
for the tenant. 

Configure RFAC to allow the tenant cluster to access the new tenant fileset  

mmauth grant <tenant_cluster_name> -f <FS_name> --fileset 
root,<tenant_name> 

 



Complete Storage Request [Tenant Cluster]  

Add remote filesystem and mount 

Next, the tenant admin adds the remote filesystem using a filesystem name of choice (e.g. 
tenantfs). 

mmremotefs add /dev/tenantfs -f <fs name from storage admin> -C 
<storage cluster name> 

Finally, the file system can be mounted and accessed on the tenant cluster. 

mmmount /dev/tenantfs 
cd /mnt/tenantfs/<tenantname> 

 

 

 

 
  



Detailed steps to set up filesystem multi-tenancy with Scale 6.0 
 

The following section describes detailed steps to configure filesystem multi-tenancy using 
Scale CLI commands.  

Upcoming releases of IBM Storage Scale will support GUI based wizards and higher-level 
abstractions / REST APIs to simplify the tenant setup and configuration. (refer to Scale 
roadmap for details) 

 

Check prerequisites and initial encryption setup [Storage Cluster] 

 

Storage cluster prerequisites 

- Cluster nodes installed and Scale cluster configured and running  
o mmlscluster displays the cluster information 

▪ select a set of contact nodes from the list to hand over to tenant 
admin  

o Check that the cluster is healthy using mmhealth / mmgetstate 
o Cluster public key exists (/var/mmfs/ssl/id_rsa.pub) 

▪ Copy public key file to be handed over to tenant admin 
- Encryption server and client are already configured  

o If not, follow initial storage cluster encryption setup  
 

Initial storage cluster encryption setup (one time setup) 

 

Use the mmkeyserv command to add the GKLM server (Enter the password for the 
sklmadmin user when asked for). It is strongly recommended to configure a backup key 
server, to retain filesystem access when the primary key server is unavailable. The backup 
key server hostname can be optionally specified using the –backup parameter. 

mmkeyserv server add <gklm hostname> [--backup 
<gklm_backup_hostname>] 
 

Create a client. Use something like storagecluster01 as client-name to distinguish from 
tenant clusters. 

mmkeyserv client create <client-name> –server <gklm hostname> 



 
Create an unused encryption tenant (Workaround for GKLM issue) 

mmkeyserv tenant add unusedtenant --server <gklm hostname> 

Tenant cluster prerequisites [Tenant Cluster] 

- Cluster nodes installed and Scale cluster configured and running  
o mmlscluster shows cluster 
o Check cluster is healthy using mmhealth / mmgetstate 
o Cluster public key exists (/var/mmfs/ssl/id_rsa.pub) 

▪ Copy public key file to be handed over to storage admin 
- Network connectivity between tenant cluster and storage cluster  

o Storage cluster IP addresses and hostnames can be resolved and reached 
o The tenant cluster’s daemon IP addresses must be reachable from all nodes 

in the storage cluster 

 

Tenant Registration Request [Tenant Cluster] 

Request to register a tenant to the storage cluster and allow tenant cluster to establish a 
remote cluster relationship. This includes the request for registering a GKLM key client 
which is needed to setup encryption using tenant specific encryption keys. 

Encryption setup on the tenant cluster 

Use the mmkeyserv command to add the GKLM server using then tenant GKLM user and 
password provided by the storage admin. It is strongly recommended to configure a backup 
key server, to retain filesystem access when the primary key server is unavailable. The 
backup key server hostname (provided by the storage admin) can be optionally specified 
using the –backup parameter. 

mmkeyserv server add <gklm hostname> --user-id <gklm user> [--
backup <gklm_backup_hostname>] 

 
It is strongly recommended to configure a backup key server, to retain filesystem access 
when the primary key server is unavailable. 
 
Once all key servers are configured, add the tenant using the tenant-name as provided to 
the storage admin. 

mmkeyserv tenant add <tenant-name> --server <gklm hostname> 

 



Create a client, as client-name use the tenant-name and append “client” to it. (e.g. 
tenant91client)  

mmkeyserv client create <client-name> –server <gklm hostname> 

 

Finally submit a request to GKLM to register the client to the tenant.  

mmkeyserv client register <client-name> --tenant <tenant-name> --
rkm-id <tenant-name> --noaccept 

Example output: 

Waiting for acceptance 

The security administrator of gklm-server42.com must accept the pending 
request through the SKLM GUI. 

Please use the following Certificate Name when prompted by the GUI:  
7629575310756386022_tenant91_1757501789 

Once the pending request is accepted, restart the command. 
 
 

Provide the printed cert name (e.g. 7629575310756386022_tenant91_1757501789) 
to the storage admin. The request must be accepted by the storage admin (or GKLM admin) 
using the GKLM GUI or REST API.   

 

Tenant Registration Acceptance [Storage Cluster] 

Configure encryption for a new tenant on storage cluster 

On the storage cluster use the mmkeyserv command to add the tenant using the tenant-
name as provided by the tenant admin. (Enter the password for the sklmadmin user when 
asked for)  

mmkeyserv tenant add <tenant-name> --server <gklm hostname> 

 

Register the tenant to the already existing client on the storage cluster. (Use the 
mmkeyserv command to show existing clients) 

mmkeyserv client register <client-name> --tenant <tenant-name> --
rkm-id <tenant-name> 



 

Finally create an encryption key for the tenant. Remember the key UUID output for later !  

mmkeyserv key create --server <gklm hostname> --tenant <tenant-
name> 

Authorize remote cluster access 

A remote cluster relationship must be established between the tenant cluster and the 
storage cluster.  

The storage admin needs to authorize the tenant cluster to access the storage cluster. 
The tenant cluster name can be found in the public key file.  

mmauth add <tenant_cluster_name> -k <id.pub file from tenant> 
 

Complete Tenant Registration Request [Tenant Cluster] 

Add remote cluster relationship and mount on tenant cluster 

Once the storage admin has authorized the tenant cluster, the tenant admin needs to add 
the remote cluster relationship using the public key file and contact nodes provided by the 
storage admin. The storage cluster name can be found in the public key file.  

Ensure that all contact node hostnames can be resolved from all tenant cluster nodes.  

mmremotecluster add <storage_cluster_name> -n <contact_node> -k 
<id.pub file from storage cluster> 
 

Once the request is accepted run the GKLM key client registration command again to 
complete the registration: 

mmkeyserv client register <client-name> --tenant <tenant-name> --
rkm-id <tenant-name> --noaccept 

 

Tenant Storage Request [Tenant Cluster] 

Request to provision storage from the storage cluster and grant access to it. This step 
serves as an initial, informal process to communicate the required capacity, bandwidth, 
and related resources to the storage administrator. In future releases, once the GUI-based 
multi-tenancy wizard is introduced, these requests will be formally initiated through the 
graphical interface 

 



Tenant Storage Request Acceptance [Storage Cluster] 

 

Provision a new tenant filesystem  

The storage admin creates a new tenant filesystem with the requested capacity by using the 
recommended method depending on the storage cluster setup:  

IBM Storage Scale System typically uses the mmvdisk command to provision vdisks and 
create filesystems.  

mmvdisk filesystem create –filesystem <tenant-name> --vdisk-set 
<vset> … 

Please refer to the IBM Storage Scale System Documentation on details on how to create a 
filesystem using mmvdisk. 

Traditional Scale NSD servers (Non-GNR) typically use mmcrfs command to create 
filesystems. (Assuming free NSDs are available already). Please refer to the IBM Storage 
Scale Documentation on details on how to create a filesystem using mmcrfs. 

mmcrfs <tenantname> -F <disk-stanza> -Q yes <additional fs 
options as needed> 

 
Mount the filesystem 

mmmount <tenantname>  

 

QoS to avoid noisy neighbors 

 
To apply the requested bandwidth limit, Qos must be enabled on the filesystem 

mmqos filesystem init <fs> 

mmqos filesystem enable <fs> 

 

Once QoS is enabled, configure it assuming there are no dedicated fileset limits (only one 
filesystem-wide limit):   

1. Create a QoS class for the tenant filesystem that includes all filesets. Since the 
filesystem has been newly created there is only a single fileset (root) at this time. 



mmqos class create <tenantname> --class default-class --
fileset root 
 

When adding filesets later, make sure to add them to the QoS default-class using 
 the mmqos class update command.  
 

2. Create a throttle with the requested limits for the newly created class. 

mmqos throttle create <tenantname> --pool system --class default-class --
maxMBS <tenant requested bandwidth> 

 

Set Filesystem level Encryption policy on the filesystem 

Create an encryption rule using the key-UUID created in previous steps (see mmkeyserv 
key create step) and the provided tenant name. 

RULE 'Rule-<tenant-name>' ENCRYPTION 'E_<tenant-name>' IS 

    ALGO 'DEFAULTNISTSP800131A' 

    KEYS('<KEY-UUID>:<tenant-name>') 

RULE 'Encrypt filesystem <tenant-name> with rule E_<tenant-name>' 

    SET ENCRYPTION 'E_<tenant-name>' 

 

Install the policy into the filesystem 

4) Get the existing policy using the mmlspolicy command into a policy file 

mmlspolicy <fs> -L > polfile.txt 

5) Append the new rule to the policy file (e.g. by using your favorite editor) 
6) Use the mmchconfig to install the new policy  

mmchpolicy <fs> <policyfile> 
 

Authorize remote filesystem access  

The Storage admin needs to grant access to the tenant cluster to access the filesystem 
created for the tenant. 

mmauth grant <tenant_cluster_name> -f <FS_name>  

 



Complete Storage Request [Tenant Cluster]  

Add remote filesystem and mount 

Next, the tenant admin adds the remote filesystem using a filesystem name of choice (e.g. 
tenantfs). 

mmremotefs add /dev/tenantfs -f <fs name from storage admin> -C 
<storage cluster name> 

Finally, the file system can be mounted and accessed on the tenant cluster. 

mmmount /dev/tenantfs 
cd /mnt/tenantfs 

 

  



Access and Utilization of Multi-Tenant Storage 
 

Once the filesystem is mounted on the tenant cluster, it can be accessed natively through 
POSIX interfaces, offering functionality comparable to a local filesystem. 

Tenants can leverage any IBM Storage Scale feature that supports remote mounts. For 
example, tenants can apply Access Control Lists (ACLs) to manage permissions for files 
and directories. 

Cluster Export Services (CES) may be configured within the tenant cluster to export tenant 
directories using protocols such as NFS, SMB, or S3. 

If the storage cluster provides Active File Management (AFM) capabilities, these will be 
transparently utilized by the tenant (e.g., caching of S3 buckets). 

For a comprehensive overview of available features, please refer to the official IBM Storage 
Scale documentation. 

 

 
  



Deleting a Tenant 
Removing a tenant from a Storage Scale multi-tenant environment involves several steps to 
ensure that all associated resources are properly cleaned up and that no residual data or 
configurations remain. The process to delete a tenant from the storage cluster typically 
includes: 

1. Validate Tenant Ownership and Dependencies 
a. Confirm that the tenant’s data, filesets, and associated resources are no 

longer needed. 
b. Check for any active workloads or mounted filesystems related to the tenant. 

2. Remove Tenant Data 
a. Delete the tenant’s encryption key, including the associated GKLM tenant and 

key client configuration, to ensure no cryptographic material remains. 
b. Delete the tenant’s filesets or filesystem namespaces that were used for 

logical isolation. 
3. Revoke Access and Identity Configurations 

a. Remove tenant-specific authentication (mmauth) 
b. Remove the tenant GKLM user 
c. Delete associated users, groups, and roles from RBAC or ACL settings. 

4. Clean Up QoS, Quotas and Policies 
a. Remove any Quality of Service (QoS) throttles and classes of the tenant 

fileset. 
b. Ensure quotas and encryption policies tied to the tenant are cleared. 

5. Update External Systems 
a. Notify or update external billing systems if metrics are being exported. 
b. Ensure any automation or orchestration tools reflect the tenant removal. 

6. Deprovisioning of the tenant cluster  
a. The tenant cluster can no longer access the data and can be deprovisioned 

 


