
At our June 2026 Think Circle session, supply chain leaders made it clear that the future of 
AI in supply chain will not be determined by model sophistication alone, but by architecture, 
governance, and the discipline to decide where intelligence belongs, and where it does not.

As ERP modernization accelerates and agentic AI moves from experimentation into operations, 
leaders are confronting a new design challenge. ERP remains essential, but its role is 
narrowing. Conversely, AI is expanding, but so are the costs and control risks surrounding it. 

Across both areas, one reality is becoming hard to ignore: the organizations that scale  
AI successfully will not be those that embed intelligence everywhere. They will be the ones 
that build clean cores, governed data layers, and disciplined control models around  
where agents act.

Findings from a 2026 IBM Institute for Business Value study on enterprise business 
operations reinforce this tension. While 77% of Chief Supply Chain Officers (CSCOs) agree 
that AI is dissolving traditional geographic and functional boundaries, only 24% report  
that an agentic AI operating model is currently in use, with another 28% still in development. 
This gap reveals that while conviction is high, the operating foundations required to scale  
are still being built.
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ERP and agentic AI:

“We don’t start from 
agent to process.  
We start from process 
to agent.”

ERP must stay clean if the 
business is to remain flexible
Across the discussion, leaders converged on the clear 
architectural position that ERP should remain the clean 
system of record for core transactions, while differentiated 
AI, analytics, and orchestration capabilities should sit 
outside the core.

This view was shaped by experience. Several Thinkers 
described costly remediation efforts caused by years  
of ERP customization—technical debt that slowed change, 
constrained flexibility, and complicated modernization.

“Once upon a time we had a theme called ‘SAP, 
why not?’ Now it’s ‘SAP, how do we keep it clean?’ 
Having that clean core will enable a lot of other 
things in the future.”

The message from those further along the journey was 
direct: do not rebuild legacy complexity inside a new  
ERP platform. ERP should handle what it is built to handle—
core transaction processing, compliance, and process 
standardization. Planning, AI, and agentic workflows belong 
in adjacent layers that preserve optionality.

In practice, this means organizations are increasingly 
separating the transaction layer from the intelligence layer.

The real cost risk is not cloud migration alone.  
It is agentic scale under vendor-controlled economics.
While ERP remains foundational, participants expressed 
growing concern about the commercial direction  
of major ERP vendors. What begins as cloud migration  
can quickly evolve into a broader dependency on  
vendor-managed data services, vendor-native AI, and 
pricing models tied to system usage at scales never 
designed for machine-speed execution.

“The strategy to get everyone to rise is going  
to be quickly followed by, ‘If you want to do this, 
you need to use their native AI’. My fear is [that] 
we will lose the flexibility.”  

“My experience to date has been that every call  
is a sales call.”

This concern becomes more acute when agentic AI enters 
the picture. Licensing models built around workforce 
transaction volumes may not hold when autonomous software 
agents begin operating at far greater speed and frequency.

“You’re throttled when your users are human by 
the number of transactions someone can process. 
You’re not throttled when it’s an agent.”

The risk is not theoretical. If organizations scale agent-
to-ERP interactions without fully understanding transaction 
pricing, API exposure, or token economics, they may 
discover too late that AI efficiency has created a new cost 
structure they did not model.

The emerging lesson is that architectural decisions about 
where agents interact, how frequently, and through which 
layer are now also commercial decisions.

AI is only as strong as the 
data layer beneath it
Among the most mature organizations represented, one 
structural commonality was that AI was not operating 
directly off fragmented ERP data. It was operating through  
a governed, harmonized, machine-readable data layer 
sitting outside the core ERP environment.

“AI is only as good as your data. The benefit we  
got from having a dedicated data layer is  
the quality of the data and data harmonization.  
This becomes a big deal for agentic solutions.”

But harmonization alone is not enough. Leaders described 
the more difficult challenge of creating metadata structures 
that machines can interpret correctly across domains, 
contexts, and workflows.

“The amount of work to make all the metadata 
machine-readable is massive.”

This matters because agentic systems do not fail only  
when data is missing. They fail when data is ambiguous, 
semantically inconsistent, or contextually misread.  
In that sense, data architecture is no longer simply  
an enabler of AI. It is becoming the control surface  
for whether AI performs reliably at all.

The survey data points to the same conclusion. 81% of 
CSCOs say they are investing in the data quality, governance, 
and orchestration needed to enable reliable autonomous  
AI decision-making, yet 67% still cite data accuracy or bias 
concerns as a major challenge. Leaders clearly understand 
that data is foundational, but many still struggle to make 
that foundation operationally trustworthy.

Do not “agentify” what you 
have not already stabilized
If one operational principle defined the discussion, it was 
that unstable processes should not be handed to agents.

“We don’t start from agent to process.  
We start from process to agent.”

Leaders stressed that many workflow steps remain 
deterministic and should first be simplified or automated 
through conventional means before agentic AI is  
introduced. Agents create the most value not in routine, 
rules-based steps, but in domains orchestrated by  
supply chain professionals who can provide judgment, 
exception handling, coordination, or reasoning  
across functions.

The consistent warning was that applying agents  
to fragmented, poorly understood, or weakly governed 
processes does not create transformation. It creates  
faster chaos.

This is where discipline matters most. The path forward  
is not to agentify everything. It is to eliminate, simplify, 
automate, and only then introduce agents where adaptive 
reasoning genuinely adds value.

That disciplined progression is also visible in the market. 
65% of organizations are already executing, scaling,  
or optimizing AI-driven automation of individual processes, 
and 60% are interconnecting workflows across enterprise 
operations. But only 35% have reached that same level for 
integrated, cross-domain AI agents coordinating operations 
in real time. Selective automation is advancing faster than 
enterprise-wide orchestration. And for most organizations, 
that is the right sequence.

The next control problem is not just workforce oversight. 
It is agent sprawl, token cost, and judgment loss.

As organizations move from experimentation to scaled 
deployment, governance is emerging as the real bottleneck.

Participants drew a striking comparison between today’s 
agentic AI landscape and the earlier time of uncontrolled 
spreadsheet proliferation. Both eras involve tools built 
locally, poorly documented, lightly governed, and increasingly 
disconnected from institutional ownership over time.

But now the problem is even larger, including:

	– Autonomous agents with unclear accountability

	– Token and infrastructure costs that can scale rapidly

	– Domain decisions where professional oversight 
requirements erase the expected savings

	– A longer-term erosion of workforce judgment as AI 
absorbs more analytical work

 
“With GRC controls, if you don’t have a human  
in the loop then you have a big problem.  
And if you have a human in the loop, the savings 
you have estimated vaporize.”

That tension is becoming central to the business case.  
In highly governed environments, AI may accelerate insight 
without fully eliminating professional oversight. In some 
cases, the control framework required to manage the risk 
could substantially reduce the expected return.

At the same time, leaders raised a deeper concern that  
if AI increasingly performs analytical and planning tasks, 
what happens when the people capable of recognizing 
flawed outputs no longer exist in the organization?

The future challenge is not simply teaching the workforce  
to use AI. It is deciding what judgment, approval, and 
accountability must remain with professionals.

Leaders are already feeling that pressure. 84% agree  
that professional oversight is essential to maintain trust, 
compliance, and quality in an agentic AI-enabled  
delivery model, while 69% identify inadequate agentic  
AI expertise as a major challenge. The next control  
problem is not only technical. It is organizational: who 
governs, who intervenes, and who still knows enough  
to challenge the system.

A new architecture for supply 
chain intelligence
The discussion made clear that ERP strategy and AI  
strategy can no longer be treated separately. They are  
now part of the same operating design question.

Supply chain leaders are moving toward emerging  
models with:

	– Clean ERP cores for transactions

	– Governed external data layers for machine- 
readable context

	– Selective orchestration layers for AI and  
agentic workflows

	– Stronger governance models for cost, control,  
and workforce accountability

The CSCO survey findings suggest that leaders are converging 
on the same model. 79% rate robust data governance  
and quality management as very or extremely important.  
72% say integrated data platforms enabling visibility  
and interoperability are critical. And 73% place the same 
level of importance on cross-functional, interconnected 
collaboration and governance models. The architecture is 
becoming clearer. The harder question is how quickly 
organizations can build it.

The implication is also significant. In the next phase of 
transformation, competitive advantage will not come from 
embedding AI everywhere. It will come from deciding,  
with discipline, where intelligence belongs, how it is governed, 
and what architectural flexibility must be preserved.

What should supply chain leaders do?

1.	 Protect the ERP core and move intelligence outside it. 
Keep ERP clean, minimize customization, and  
separate the transaction layer from the intelligence  
and orchestration layers needed for AI flexibility.

2.	 Build governed, machine-readable data before  
scaling agents. 
AI cannot reason reliably across fragmented or 
ambiguous data. Harmonized, semantically governed 
data is now a prerequisite for scalable agentic execution.

3.	 Apply an “eliminate-simplify-automate- 
agentify” sequence. 
Do not deploy agents on unstable or poorly understood 
processes. Use agentic AI selectively in areas where 
reasoning, exception handling, and cross-functional 
coordination create real value.

4.	 Treat agentic scale as a governance and cost problem,  
not just a technology opportunity. 
Model vendor exposure, token costs, transaction 
economics, control requirements, and professional-
oversight implications before scaling deployment.

5.	 Decide explicitly what remains under  
professional judgment. 
As AI absorbs more analysis and execution, leaders must 
define where professional judgment, approval, and 
accountability remain essential—and build workforce 
strategy around that boundary.

For more data and insights, check out:

The blueprint for agentic AI operations:  
How to build an interconnected enterprise.

The enterprise in 2030

Quantum is coming
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