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Introduction 
The rise of Agentic AI represents a fundamental shift in how 
artificial intelligence systems interact with the world. 
Traditional large language models (LLMs) are best 
understood as thinkers: systems that analyze inputs and 
generate text, recommendations, or predictions. Agentic AI, 
by contrast, introduces doers - AI systems that can 
autonomously plan, decide, and take actions in real-world 
environments. This transition has profound implications for 
risk management, governance, and oversight, particularly 
within highly regulated industries such as financial services. 

Unlike conventional AI models, the primary risk of Agentic 
AI is not limited to the generation of incorrect or misleading 
content. Instead, the risk lies in erroneous autonomous 
actions. An agent may execute a financial trade, send a 
customer-facing email, modify a database, or invoke 
external APIs without immediate human intervention. When 
these actions occur at machine speed and scale, even small 
errors can cascade into material financial, operational, or 
reputational harm. 

This evolution exposes the limitations of traditional Model 
Risk Management (MRM) frameworks. Historically, MRM 
has focused on the validation of relatively self-contained 
models with well-defined upstream/downstream 
dependencies.1 Agentic systems, however, are inherently 
modular and interconnected. They combine foundation 
models, memory stores, orchestration logic, external tools, 
and permissioned actions into a decision-making loop. 

Globally, regulators are signaling heightened scrutiny as 
autonomous and semi-autonomous AI capabilities 
accelerate. Frameworks such as the EU AI Act classify 
many AI systems used in financial decision-making as “high 
risk,” triggering strict requirements around governance, 
transparency, auditability, and human oversight.2 Crucially, 
regulators emphasize that “human-in-the-loop” controls 
must be meaningful, not ceremonial, ensuring that 
institutions set oversight functions as a genuine safeguard 
rather than a procedural formality. 

At the same time, the velocity at which agentic systems 
operate makes full manual review of every action 
impractical. In many cases, effective oversight shifts 
upstream: humans design and enforce the guardrails within 
which agents operate rather than approving individual 
outputs. 

These dynamics demand a modernized Model Risk 
Management framework tailored specifically to Agentic AI. 
A viable framework must enforce tool and permission 
governance, mandate continuous and real-time monitoring, 
and enable the ability to audit an agent’s reasoning and 

decision pathways. 

Agentic AI does not merely extend existing AI governance 
practices; it challenges their foundational assumptions. In 
the financial industry, addressing this challenge requires 
reimagining the Three Lines of Defense, ensuring each line 
is equipped, accountable, and explicitly responsible for 
controlling AI systems that do not just advise humans, but 
increasingly act on their behalf. 
Evolution of AI in Finance  
The emergence of Agentic AI can be best understood in the 
context of the broader evolution of analytics and artificial 
intelligence in financial services. For decades, advances in 
modeling techniques steadily expanded the analytical 
power of AI systems, but they did so within commensurate 
governance structures. Agentic AI disrupts this progression, 
challenging long-standing assumptions about control, 
explainability, and bounded impact, and forcing institutions 
to confront risks that can no longer be managed through 
incremental updates to traditional frameworks. 

From Traditional Models to Machine Learning   

Early models in finance - regressions, scorecards, and other 
statistically defined approaches - were transparent and 
intentionally bounded. They operated on structured data 
with well-understood parameters, and any errors were 
limited to mis-estimation rather than autonomous action. 
Model Risk Management could rely on documentation, 
validation discipline, and periodic performance review 
because model behavior was stable and predictable. 

As machine learning techniques such as Random Forests, 
Gradient Boosting, and later natural language processing 
(NLP) models entered production workflows, accuracy 
improved but interpretability declined. These systems 
introduced the “black box” problem: high-dimensional 
interactions made model behavior harder to explain, 
prompting the rise of explainability tools like feature 
importance analyses and SHAP values. Still, these systems 
primarily generated predictions or classifications; humans 
or downstream systems made the final decisions, keeping 
risk relatively contained. 

The LLM Transition: From Prediction to Content 
Generation 

Large language models expanded AI beyond structured 
data into rich unstructured domains. Financial institutions 
began using LLMs for summarization, research assistance, 
customer support, and code generation. Although these 
models introduced new risks (hallucinations, bias, 
intellectual property exposure), they remained content-
generation systems. Their outputs influenced human 
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decisions but could not autonomously execute actions. 

Agentic AI: Accelerating from Incremental Evolution 

Agentic AI represents a structural break from prior 
paradigms. In agentic systems, models are no longer 
confined to passive generation tasks. Instead, they are 
equipped with tools (such as calculators, APIs, databases, 
and execution environments), permissions, and objectives 
that allow them to reason, plan, and carry out multi-step 
workflows. Crucially, these steps can occur without human 
intervention between actions. 

This autonomy fundamentally alters the risk profile. Agentic 
systems can compound small reasoning errors across 
multiple steps into cascading failures, recursively 
reinforcing incorrect assumptions. Their decision-making 
processes may be opaque, especially when agent behaviors 
emerge from complex interactions between models, 
memory, and tools. Most importantly, the downstream 
impact of failure is no longer limited to erroneous outputs; 
it can directly affect accounts, customers, markets, or 
operational systems.  

In this environment, risk is no longer restricted at model 
boundaries. The evolution from static models to 
autonomous agents thus demands a corresponding 
evolution in how financial institutions think about 
governance, oversight, and accountability, setting the stage 
for a redefinition of Model Risk Management in the agentic 
era. 

Agentic AI in the Enterprise 
As organizations begin deploying Agentic AI in production, a 
critical first step is understanding what distinguishes an 
agent from the AI systems that came before it. Not every 
system built on LLMs is agentic, and conflating assistants 
with agents can lead to underestimating both capability and 
risk. 

Defining Assistants vs. Agents 

At a high level, decision authority is the distinguishing 
factor.  

• A traditional AI assistant or chatbot supports human 
decision-making but does not act independently. For 
example, a chatbot may respond to a request such as: 
“Write a SQL query that identifies high-risk 
transactions.” The model generates preliminary code, 
but a human operationalizes it and decides how to 
manage the results.  

• An agent, by contrast, is designed to own the task end-
to-end. Given an objective like “Find all high-risk 
transactions from yesterday and flag them in the 

database,” an agent can decompose the goal into 
steps, write the SQL query, execute it against a live 
system, analyze the results, and update records, 
without requiring human intervention between those 
steps. The human defines intent and constraints; the 
agent achieves the outcome. 

This shift from recommendation to execution is what 
fundamentally changes the enterprise risk profile. The 
agent is not a tool used by an employee; it is an actor within 
the system. 

Agentic AI Structures: Task Agents and Orchestration 
Agents 

Enterprise agentic systems are typically composed of 
multiple agents with distinct roles. 

• Task agents are specialized agents designed to perform 
well-defined functions. Examples include an agent that 
retrieves data, another that performs analysis, and 
another that drafts communications or executes system 
updates.  

• Orchestration agents sit one level above and coordinate 
task agents, deciding which agent to invoke, in what 
sequence, and under what conditions. Orchestration 
agents manage workflows, handle branching logic, and 
respond to intermediate outcomes. From a risk 
perspective, orchestration agents are particularly 
critical because they control decision flow and can 
amplify errors across multiple downstream actions if 
poorly governed. 

Together, these structures enable scalable autonomy, but 
they also introduce complex interdependencies that 
traditional model governance was never designed to 
evaluate. Architectures that enable scalable autonomy 
must be paired with scalable governance. 
Real-World Financial Use Cases (2024–2025 Landscape) 

By 2024 and 2025, agentic patterns began appearing 
across multiple areas of financial services, often under 
labels such as “autonomous workflows” or “AI-driven 
operations.” 

Customer Service & Operations - Firms like Klarna 
demonstrated how AI systems can handle a large share of 
customer queries and service tasks. Rather than generating 
suggested responses for human representatives, these 
systems can directly handle routine service interactions, 
significantly reducing human workload.3 

Payments & Commerce Infrastructure - Mastercard 
announced Agent Pay in 2025 as an agentic payments 
technology to power commerce in the age of AI. The 
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company stated that the offering is designed to deliver 
smarter, more secure, and more personal payment 
experiences, including enabling trusted AI agents to make 
secure payments on behalf of users, with consumer 
controls and authorization safeguards built into the 
payment experience.4 

AML Compliance Automation - Nasdaq Verafin announced 
the launch of its Agentic AI Workforce in 2025 as a suite of 
digital workers designed to automate low-value, high-
volume AML compliance processes. The company stated 
that these digital workers can execute complex tasks, 
including decisioning, with minimal supervision, and that 
the first deployments focus on sanctions screening and 
enhanced due diligence reviews.5 

Internal Workflow Automation - State Street stated in its 
2025 Annual Report that generative AI improved 
productivity across client service, operations, and analytics, 
and that it is implementing agentic AI as autonomous 
systems designed to optimize multistep processes. The 
firm said these efforts are intended to increase scalability, 
reduce cycle times, and reinforce risk controls.6 

Agentic AI Risks and Risk Appetite 
As institutions expand their risk coverage of AI, they face a 
philosophical challenge: AI is not a standalone risk 
category. Instead, it acts as a new mode through which 
familiar risks (e.g., model risk, third-party risk, cyber risk) 
manifest, often with greater speed and scale. Because of 
this, it is difficult to articulate a traditional AI risk appetite; 
there is no single, discrete exposure to measure or 
constrain. 

Even so, institutions benefit from thinking about how much 
AI-driven risk they are willing to accept, which in some 
cases will be a regulatory imperative. One way to do this is 
by identifying metrics within existing risk categories that 
capture AI’s contribution to overall exposure. These may 
include thresholds on autonomous actions, error or 
escalation rates, data access exceptions, or dependencies 
on external model updates. Mapping these indicators to 
established risk taxonomies allows firms to monitor and 
aggregate AI-enabled risks within existing enterprise risk 
frameworks. 

Another practical way to express AI risk appetite is through 
a clear articulation of permitted, restricted, and prohibited 
uses. By defining where AI may operate autonomously, 
where it may only assist humans, and where its use is not 
allowed, institutions can set clear and enforceable 
boundaries. This approach aligns with emerging regulatory 
expectations that emphasize clarity around allowable 
applications—particularly where autonomy may affect 

sensitive data, customer outcomes, regulatory obligations, 
or financial exposure. 

Taken together, use case boundaries and AI-related 
metrics provide a practical way for institutions to express 
their AI risk appetite. However, to govern Agentic AI 
effectively, institutions must also understand the 
interaction of AI with their risk exposures. The following 
page presents a consolidated view of how Agentic AI 
reshapes core enterprise risk domains. 
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Model Risk: Model risk expands from evaluating a 
single model’s statistical soundness to assessing 
chains of reasoning, evolving plans, and internal 
decision logic. Misinterpreted prompts, flawed 
task decomposition, or shifting agent behavior can 
lead to incorrect actions even when the underlying 
model performs well. Institutions must apply 
model risk governance on a continuous and 
system level basis, considering the range of AI 
agent actions. 

 

Privacy and Data Risk: Agentic systems draw 
inferences across large, diverse datasets and may 
repurpose or combine information in ways that 
exceed intended use boundaries. They are 
sensitive to data quality and provenance, and 
errors can compound as outputs feed into 
downstream systems. Sensitive data use and 
autonomous inference increase both privacy 
exposure and data integrity risks. Institutions 
must enforce strict data access limitations and 
continuous monitoring for unauthorized or 
inappropriate data use. 

 

Third-Party Risk: Dependence on external 
models, embeddings, and AI services increases 
exposure to shadow AI and unannounced vendor 
updates. When a third-party system changes 
behavior without notice, an agent’s reasoning may 
shift unexpectedly, creating accountability and 
compliance challenges without a clear audit trail. 
Institutions must require contractual obligations 
tied to model updates, compatibility testing, and 
post-update monitoring. 

 

Legal and Compliance Risk: Autonomous actions 
raise complex questions about accountability, 
oversight, and liability. Agents operating in 
regulated areas may unintentionally bypass 
controls such as segregation of duties or 
escalation rules. Incorrect actions can trigger 
regulatory breaches, contractual violations, or 
legal disputes—even without explicit human 
intent. Institutions must ensure legal and 
compliance representation is appropriately 
included within AI governance processes. 

 

Cyber Risk: Autonomy and elevated permissions 
broaden the attack surface. Agents may follow 
malicious embedded instructions, respond to 
adversarial content, or produce harmful actions at 
machine speed if compromised. The combination 
of elevated privileges and rapid execution 
increases the potential for systemic cyber failures. 
Institutions must employ permission limits, 
sandboxed tool interactions, and real-time 
anomaly detection. 

 

Strategic Risk: Many AI executives now have AI 
implementation targets. However, overreliance on 
agentic systems can constrain flexibility or 
contradict the broader institutional strategy. 
Poorly governed deployments can prompt 
regulatory pushback or forced remediation, 
undermining long-term AI adoption plans. 
Governance bodies must continuously review 
agent objectives, performance, and alignment with 
business plans. 

 

Business Continuity Risk: Agentic systems play 
increasingly central roles in mission-critical 
workflows. Failures may appear as plausible but 
incorrect actions, not system outages, making 
detection more difficult. As human involvement 
decreases, organizations risk losing manual 
fallback capabilities. Continuity planning must 
account for scenarios where the agent is 
“available” but behaving incorrectly, creating 
operational instability across interconnected 
processes. 

 

Reputational Risk: Autonomous failures tend to 
appear intentional to customers and the public. 
This perception amplifies reputational impact and 
scrutiny. An agent that mishandles a dispute or 
issues an inappropriate communication can erode 
trust quickly, especially if the institution cannot 
clearly explain why the agent acted as it did. 
Institutions must apply confidence thresholds, 
policy checks, and human escalation triggers to 
prevent reputationally damaging behavior. 
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The multifaceted nature of agentic AI risk exposures proves 
that effective oversight requires a cross-functional 
approach. Many institutions accomplish this by creating AI 
governance structures (e.g., committees, working groups) 
that draw expertise from risk, IT, legal, compliance, and 
business line teams simultaneously. While model risk 
management remains a critical pillar, it cannot function in 
isolation. Effectively managing agentic AI risk requires 
redefining MRM as part of a broader, integrated framework 
that spans the enterprise risk spectrum.  

Redefining Model Risk Management 
The transition to Agentic AI exposes fundamental 
limitations of traditional Model Risk Management 
frameworks. MRM was developed for a world of relatively 
static, self-contained models with clearly defined inputs, 
outputs, and decision boundaries. Agentic systems, by 
contrast, are dynamic, interconnected, and action-oriented. 
They combine multiple models, orchestrate complex 
workflows, invoke external tools, and execute decisions 
autonomously, often without natural breakpoints for human 
review. 

Financial institutions need to fundamentally 
reconceptualize how they identify, assess, monitor, and 
control model risk. The core components of MRM 
(development, validation, inventory, performance 
monitoring, and governance) must evolve to address the 
unique characteristics of agentic systems: autonomy, 
interconnectedness, and ability to compound errors across 
multiple steps. 

Modernizing the Three Lines of Defense 

The Three Lines of Defense model has long served as the 
foundation of enterprise risk management in financial 
services. However, Agentic AI challenges the traditional 
division of responsibilities, demanding new capabilities at 
each line. 

First Line of Defense: Developers and Model Owners 

In traditional MRM, the first line focuses on model 
development, documentation, and testing. For Agentic AI, 
this role must expand significantly to include behavioral 
testing and safety engineering. Developers must 
implement: 

Unit tests for agent behaviors, not just for code 
correctness.  

• This testing should assess the scope of actions an 
agent can take and how reliably constraints are 
enforced, including whether the agent can modify or 
delete sensitive data, whether its activity is 

appropriately bounded (for example, through API call 
limits), and whether it consistently respects permission 
boundaries when access is denied.   

• It should also examine how the agent responds to 
contradictory information and whether it remains 
resilient to manipulation through adversarial prompts 
or indirect injection attacks. 

Contribution analysis for multi-agent systems. 

• This analysis should ensure that each agent 
meaningfully contributes to the outcome, or identify 
whether certain agents introduce latency and risk 
without commensurate value. Identifying and removing 
redundant agents reduces system complexity and 
potential failure points.  

• It should also establish clear ownership and 
accountability for each agent, with a designated owner 
responsible for its design, training data, tool 
permissions, and ongoing performance. This ownership 
model ensures that when issues arise, there is a clear 
path to remediation. 

Second Line of Defense: Risk Management and Model 
Validation 

Traditionally, the second line conducts independent model 
validation prior to deployment, focusing on conceptual 
soundness, data quality, and performance metrics. Pre-
deployment validation remains essential, but it cannot be 
the only control point. For Agentic AI, this function must 
shift focus from periodic validation to continuous risk 
monitoring. 

Agentic systems evolve through interaction with live data, 
users, and external systems. Their behavior may drift over 
time due to changes in data distributions, tool availability, 
or even updates to underlying foundation models operated 
by third parties. 

The second line must therefore establish real-time 
outcome monitoring that tracks not just statistical accuracy 
but also: 

• Policy compliance violation rates: Did the agent 
achieve its goal without violating organizational policies 
or regulatory constraints? 

• Anomalous tool usage patterns: Are agents accessing 
tools within expected parameters, or exhibiting 
anomalous behavior such as repeated retries, 
unauthorized access attempts, or unusual sequencing? 

• Escalation frequency and appropriateness: How often 
do agents encounter situations requiring human 



8 
 
  

intervention, and are these escalations appropriate? 

• Downstream impact: When agents make errors, how 
severe are the consequences, and how quickly are they 
detected?  

• Agent permission and tool access verification. Due to 
the execution risk presented by agentic systems, the 
second line should verify that each agent has access 
only to the tools necessary for its intended function. 
This principle of least privilege is foundational to 
controlling the impact of potential failures.  

• Thresholds for acceptable autonomous operation. 
Risk managers are required to define clear criteria for 
when human oversight is required (e.g., based on 
transaction value, customer impact, regulatory 
sensitivity, or uncertainty levels). 

Third Line of Defense: Internal Audit 

The third line provides independent assurance that risk 
management practices are effective and that controls are 
operating as designed. For Agentic AI, this function must 
develop new competencies in chain-of-thought auditing. 

Auditors can no longer rely solely on input-output testing. 
They must verify the integrity and completeness of the 
decision ledgers that capture an agent’s reasoning process. 
Key audit responsibilities include validating: 

• Completeness of the decision ledger for agent 
sessions, tool calls, and intermediate reasoning steps.  

• Integrity and tamper-proofing of logs, ensuring a clear 
audit trail from intent to action. 

• Reconstructability of the agent’s decision-making 
process by an independent reviewer. 

• Consistency of agent behavior across similar scenarios 
over time.  

Auditors must also assess the effectiveness of human 
oversight mechanisms, ensuring humans engage 
meaningfully in the investigation of escalated decisions, 
perform spot checks as designed, and remediate findings 
timely. Finally, internal audit should evaluate governance 
maturity for agentic systems, assessing whether the 
organization has established clear policies, accountability 
structures, and risk appetite specific to agentic and 
autonomous AI. 

From Validation to Guardrails 

Traditional model validation focuses heavily on the 
statistical properties of the model, its parameters, training 
data, and predictive performance. Agentic AI expands the 

focus of risk from how the agent thinks to what the agent 
can do. 

Validating the Agent Tools 

In an agentic system, a model’s reasoning capability is only 
one component of risk. Each tool accessible to an agent 
represents a distinct risk channel. A perfectly rational agent 
with access to destructive tools could be more dangerous 
than a flawed agent operating in a sandboxed environment. 
Institutions thus must validate the agent tools by 
assessing: 

• Scope of impact: the maximum harm the tool could 
cause if misused. 

• Reversibility: the extent to which actions taken by the 
tool can be undone.  

• Authentication and authorization: enforceability of 
tool access controls at the system level. 

• Observability: logs of tool invocations with sufficient 
detail to support investigation and replay. 

As agents evolve and new tools are integrated, the risk 
profile changes. Organizations must maintain an inventory 
of tools, permissions, and associated risk ratings. 

Implementing Deterministic Guardrails 

While agentic systems are probabilistic by nature, 
institutions must set certain boundaries that are non-
negotiable. Deterministic guardrails are hard-coded 
overrides that prevent prohibited actions regardless of the 
agent’s reasoning. Examples of effective guardrails include: 

• Action blocklists: Certain operations such as deleting 
audit logs, modifying user permissions, or transferring 
funds above a threshold are categorically prohibited 
without human approval. 

• Rate limits: Agents are constrained in the number of 
API calls, database queries, or external requests they 
can make within a given time window. 

• Data access boundaries: Agents are restricted to 
specific databases, tables, or record types, enforced at 
the infrastructure level. 

• Time-based controls: Certain high-risk actions are only 
permitted during specific hours or require additional 
approvals outside of normal business windows. 

• Fail-secure: if a guardrail system experiences an error 
or becomes unavailable, the default behavior should be 
to block the action, not allow it. 
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Integration Checks 

Integration checks ensure that agents interact with 
enterprise systems exactly as intended. Because agents 
can autonomously call APIs and interact with enterprise 
architecture, even a small integration error can lead to 
cascading harm. Integration checks must confirm that:  

• An agent is connected to the right tools, using approved 
interfaces, and operating within its assigned 
permissions. 

• Deprecated endpoints or unexpected tools are not 
invoked. 

• Repeated tool failures are detected as early indicators 
of reasoning misalignment.  

Emerging standards like the Model Context Protocol (MCP) 
help by formalizing how agents connect to external tools.7 

MCP supports predictable, auditable, and standardized 
pathways for tool interaction, reducing integration 
complexity and preventing agents from improvising unsafe 
operations. 

Transparent Monitoring 

Transparent monitoring gives risk teams and operators a 
real-time view into how agents think and behave: reasoning 
paths, confidence levels, latency patterns, and stability. 
Even small shifts in these signals can indicate early 
behavioral drift. 

Importantly, second-layer AI supervisory models (AI 
watchdogs) can continuously analyze agent telemetry, 
detect anomalies, and identify potential risks faster than 
manual review alone – providing real-time pattern 
recognition and risk scoring while keeping humans in 
control. 

The system must compare behavioral indicators to 
predefined thresholds and alert humans when deviations 
occur. When critical thresholds are crossed, an automated 
kill switch may be enacted to halt the agent pending human 
review. 

The Sandbox Requirement 

An agentic system must not interact with production data or 
live systems until it has passed exhaustive sandbox testing 
including: 

• Red teaming: Testing how the agent responds to 
contradictory instructions, incomplete data, hostile 
inputs, and edge cases. 

• Failure injection: Deliberately introducing tool failures, 
latency, or unavailable resources to observe how the 

agent handles errors. 

• Policy compliance testing: Verifying that the agent 
adheres to organizational policies even under pressure 
to optimize for speed or efficiency. 

• Multi-agent interaction testing: In orchestrated 
systems, ensuring that agents do not create race 
conditions, infinite loops, or cascading failures when 
interacting. 

Findings from sandbox testing should inform not only 
go/no-go decisions but also the design of monitoring, 
escalation, and guardrail strategies. 

Changes Required to Traditional MRM Frameworks 

Traditional MRM frameworks are organized around several 
key pillars, such as model validation, ongoing model 
performance monitoring, and model inventory 
management. Each of these must be substantially adapted 
for Agentic AI. 

From Validating Parameters to Validating Permissions 

Traditional validation focuses on assessing the statistical 
properties of a model, its parameters, design, data, and 
predictive accuracy. For agentic systems, validation must 
shift to permission and capability assessment. At a 
minimum, validation must cover: 

• The tools and systems an agent can access. 

• The scope of autonomous actions and the need for 
human approval. 

• Guardrails in place to prevent prohibited actions. 

• Any testing in adversarial and failure-mode scenarios. 

This shift represents an expansion from validating 
the intelligence of the system to validating its authority and 
constraints. 

Process Verification, Data Review, and Conceptual 
Soundness 

The traditional MRM components of process verification, 
data review, and conceptual soundness must also be 
reinterpreted for agentic systems: 

• Process verification must ensure that agents follow 
approved workflows and that deviations are logged and 
reviewed. This includes verifying that orchestration 
logic, escalation protocols, and fallback mechanisms 
operate as designed. 

• Data review must assess not only the training data 
used to develop agent models, but also the live data 
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agents access during operation. Data quality issues, 
access control violations, or inappropriate data reuse 
across contexts all introduce risk.  

• Conceptual soundness must evaluate whether the 
agent’s design, objective, and autonomy level are 
appropriate for its intended use case(s) and 
organizational risk appetite.  

Performance Monitoring: From Accuracy to Outcomes 

Traditional performance monitoring of predictive accuracy 
remains relevant, but agent oversight must 
prioritize outcome-based metrics and policy adherence. For 
example: 

• Goal attainment without policy or regulatory violations 

• Efficiency of operation (e.g., number of steps, tool calls, 
time to completion)  

• Escalation quality and timeliness 

• Alignment with organizational risk appetite (flag and 
halt when behavior deviates from defined thresholds) 

Institutions must expand monitoring from predictive 
accuracy to action adequacy. 

Inventory Management: From Static Models to Dynamic 
Agents 

Static “one-model-per-entry” inventories are obsolete. 
Institutions must maintain a use-case driven agentic 
system inventory that captures:  

• Architecture summary: Agents are dynamic systems 
that may incorporate multiple models, tool integrations, 
memory stores, and orchestration logic. 

• Multiple models: A single agent may use different 
models for various tasks (reasoning, summarization, 
etc.) 

• Tool and permission dependencies: Inventory records 
must capture the tools each agent can access, the data 
sources it draws from, and the permissions it holds.  

• Use case view: The implementation of one AI use case 
may require several AI agents. As such, the inventory 
system should provide a comprehensive view of use 
cases, AI agents, models, and tools, along with all 
interdependencies.  

Model inventories must evolve into multi-
dimensional inventories that provide an enterprise-level 
view of what agents exist, what they can do, who owns 
them, and what risks they introduce.  

Risk Tiering 

Agentic AI requires rethinking traditional model risk tiering 
because risk no longer stems primarily from statistical 
error; agents can act, adapt, and interact with systems in 
real-time. To maintain coherence with existing MRM 
frameworks, organizations can keep the same high-level 
dimensions—such as materiality and complexity—while 
adding agent-specific sub-criteria. 

Key additional considerations for risk tiering AI agents 
include: 

• Autonomy level: a system that advises a human 
belongs in a different tier than one that acts 
independently. 

• Permission and access surface: read vs. write access 
to data; access to internal vs. customer-facing systems; 
ability to execute actions (e.g., initiate a payment, send 
an email). 

• Role within an agentic system: task agents vs. 
orchestration agents. Orchestration agents carry higher 
systemic risk because their failures propagate across 
the entire agent ecosystem. Interactions with other 
agents, tools, or APIs should be considered as well. 

Similar to traditional models, agentic AI risk tiers should 
directly inform and impact validation and monitoring 
requirements of the agents, e.g., validation depth, guardrail 
and kill-switch expectations, monitoring frequency, and 
rigor. 

Achieving Transparency 
Transparency has long been a challenge in advanced 
analytics including machine learning and AI, but Agentic AI 
raises the stakes significantly. When AI systems shift from 
generating recommendations to executing actions, 
understanding how and why a decision was made becomes 
a prerequisite for trust, governance, and regulatory 
defensibility. Transparency requires capturing an auditable 
sequence of decisions and actions so that the system’s 
behavior can be understood, monitored, and reviewed. 

What Needs to Be Stored 

Institutions must define what artifacts are retained by their 
agentic systems. At a minimum, agentic systems should 
record the following elements for each session or task: 

• The Prompt: The original user request or 
system-generated goal that initiated the agent’s 
behavior. This establishes intent and provides the 
baseline against which all subsequent actions are 
evaluated. 
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• The Plan: The agent’s internal task decomposition and 
how it translated a high-level goal into discrete steps. 
This plan is often dynamic, evolving as new information 
is discovered, and is critical for understanding decision 
rationale. 

• The Tool Calls: A complete record of every tool 
invocation, including exact API calls, parameters, and 
timestamps. These calls represent points where 
reasoning turns into action. 

• The Tool Outputs: The responses returned by systems 
- database results, API responses, calculations, or 
documents retrieved. Without these, it is impossible to 
determine whether an agent acted reasonably given the 
information it received. 

• The Hand-offs: In multi-agent systems, transparency 
must extend across agent boundaries. When a 
“Research Agent” passes findings to a “Writer Agent” 
or an “Execution Agent,” those transfers and any 
transformations applied must be logged. 

• Performance Signals: Operational metadata such as 
confidence scores, latency, error rates, fallback paths 
considered, and “next best” alternatives rejected by the 
agent. These signals help distinguish poor reasoning 
from environmental or system constraints. 

Collectively, these artifacts form a decision ledger—a 
complete, immutable, time-ordered account of how agentic 
intent became action.  

Constructing the Agentic Dashboard 

Storing decision-ledger artifacts is necessary but not 
sufficient. Human oversight requires tools that make agent 
behavior interpretable at a system level. Institutions must 
develop effective agentic dashboards to visualize the flow 
of logic, not just the outcomes. The dashboard must 
provide: 

• Agent Interrelationships: A graph-based view that 
displays how agents interact, exchange data, and 
influence each other. This allows risk and operations 
teams to quickly identify where decisions originate, 
how they propagate, and which agents exert the 
greatest influence. 

• Real-Time Visibility: Live monitoring indicators that 
surface abnormal behavior, such as agents in reasoning 
loops, exhibiting elevated error rates, or attempting 
actions outside their expected scope. Oversight must 
shift from reactive to proactive. 

• Red Flags and Alerts: Automated alerts for policy 
violations and suspicious patterns, such as repeated 

attempts to access restricted tools, excessive retries of 
failed actions, or deviations from approved workflows. 
These alerts must trigger mandatory human 
intervention before harm occurs. 

• Replayability: The ability for a risk officer, auditor, or 
regulator to replay an agent’s session step by step. 
Replayability is an indispensable control allowing 
reviewers to pinpoint exactly where reasoning failed, 
assumptions broke down, or guardrails were 
insufficient. 

Transparency Is a Control, not a Feature 

In agentic systems, transparency cannot be treated as an 
optional feature layered on after deployment. It is a 
foundational control that underpins model validation, 
compliance reviews, incident response, and regulatory 
examinations. If an institution cannot clearly explain how 
an agent reached a decision, it cannot responsibly deploy 
that agent. 

The Human Element 
As Agentic AI systems become more capable and reliable, 
the central risk increasingly shifts from what machines can 
do to how humans oversee them. Autonomous agents are 
designed to act at speed and scale, but without effective 
human governance, that autonomy can quickly become a 
liability. The absence of meaningful oversight, whether due 
to over-trust, poorly designed review processes, or 
disengaged operators, creates a critical control gap. In this 
sense, insufficient human involvement is not a secondary 
concern; it is itself a first-order risk that can allow small 
agentic failures to propagate unchecked into significant 
operational, regulatory, or reputational harm. 

The Psychology of Automation Bias 

Automation bias, the tendency for humans to over-trust 
reliable automated systems, creates a significant oversight 
risk in agentic environments. When agents perform well 
99% of the time, human reviewers naturally become less 
vigilant, and their checks shift from meaningful evaluation 
to superficial approval. What looks like 
“human-in-the-loop” oversight becomes, in practice, 
human-in-name-only. 

Regulators warn that this disengagement leads to the 
“rubber-stamp” effect, where humans consistently approve 
system-generated decisions without critical review, a 
pattern explicitly flagged in responsible AI governance 
literature and supervisory contexts. In agentic systems, the 
risk is magnified: humans typically see only the result of a 
multi-step reasoning process, long after early decisions 
have narrowed the available paths. By the time a human is 
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asked to approve the outcome, the window for meaningful 
intervention has often already closed. 

Designing for Effective Human Oversight 

Mitigating automation bias requires deliberate system 
design. Human oversight must be active, targeted, and 
cognitively engaging, not a passive approval mechanism. 
Several design principles are particularly important for 
Agentic AI. 

Escalation Protocols 

Institutions must implement escalation triggers that route 
decisions to humans under clearly defined conditions, such 
as: 

• Low confidence scores or high uncertainty 

• Detection of recursive reasoning loops 

• Conflicts between agent recommendations, policy 
constraints, or risk appetite 

• Deviations from historically normal behavior patterns 

Escalation should focus attention where human judgment 
adds the most value - at the edges of uncertainty and 
failure. 

Active Inquiry Interfaces 

Institutions must design oversight interfaces to foster 
human engagement to investigate the agent’s logic, not 
facilitate speed. Instead of a simple “Approve / Reject” 
prompt, users should pose targeted questions such as: 

• Why did the agent select Strategy B over Strategy A? 

• What assumptions drive this decision? 

• Which constraints most strongly influenced this 
outcome? 

By requiring the human to interrogate the agent’s 
reasoning, the system reduces passive compliance and 
increases the likelihood that errors are caught before 
execution. 

Spot Checks and Randomized Review 

To combat complacency, organizations must introduce 
randomized spot checks of autonomous decisions, routing a 
small percentage of otherwise “low risk” or routine agent 
decisions to human reviewers even when no escalation 
triggers occur. This serves two essential control functions: 

• Validating that baseline agent outcome quality is 
maintained within acceptable bounds over time. 

• Reinforcing human vigilance with the expectation that 

any decision could be reviewed, discouraging blind 
trust. 

Spot checks are particularly effective in high-volume 
environments where full manual review is infeasible, but 
even small systemic errors could compound into significant 
harm.  

Objective Setting as a Human Responsibility 

Finally, humans must retain ownership of objective setting. 
Agents must not be tasked with inferring business intent or 
success criteria from ambiguous prompts or loosely defined 
goals. Before the agent begins execution, humans must 
clearly articulate explicit success criteria, operational and 
regulatory constraints, acceptable trade-offs, and 
escalation thresholds or termination conditions.  

Humans as Governors, Not Operators 

In an agentic environment, humans can no longer be 
expected to monitor every action or approve every decision. 
Their responsibility evolves from operator to governor: 
setting objectives, defining boundaries, interrogating 
reasoning, enforcing guardrails, and intervening when 
systems behave unexpectedly. 

Effective human oversight ensures that autonomy is 
exercised within a controlled, accountable, and auditable 
framework, allowing institutions to scale agentic systems 
confidently without introducing unbounded risk. 

The Global Regulatory Horizon 
As Agentic AI proliferates, regulators around the world are 
debating how to ensure it is deployed safely, fairly, and in 
alignment with public interest. Different jurisdictions have 
adopted fundamentally different approaches ranging from 
comprehensive legislation to sector-specific guidance to 
reliance on existing enforcement mechanisms. For 
multinational financial institutions, this regulatory 
fragmentation creates significant complexity. 

The European Union: "Hard Law" (The AI Act) 

The European Union leads with the most comprehensive 
approach through its AI Act, which entered into force in 
2024 with binding legal obligations backed by fines up to 
€35 million or 7% of global turnover. The AI Act employs 
risk-based classification, explicitly designating AI systems 
used for creditworthiness assessment and credit scoring as 
"high risk." Autonomous agents evaluating loans, making 
credit decisions, or assessing fraud fall squarely into this 
classification. 

High-risk systems face stringent requirements. Most 
consequential for Agentic AI is mandatory human 
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oversight—but oversight must be meaningful. Humans 
should understand system capabilities and limitations, 
correctly interpret outputs, and have the authority to 
intervene or override decisions where appropriate.  

Additional requirements include demonstrating accuracy, 
robustness, and cybersecurity throughout the AI lifecycle. 
Automatic event logging is required to support traceability, 
post-market monitoring, and oversight. The “General 
Purpose AI models” powering many agents face 
transparency obligations including technical documentation 
and training data disclosure. 

The AI Act’s influence extends beyond Europe. Its 
extraterritorial reach and comprehensive scope mean many 
organizations treat it as a global baseline for agentic system 
design. 

The United States: "Enforcement & Soft Law" 

The United States has not enacted comprehensive AI 
legislation. Instead, American regulators consistently 
emphasize that existing laws—fair lending, consumer 
protection, prudential requirements—apply fully to AI 
systems. This enforcement-driven approach means 
acceptable practice boundaries are often defined 
retrospectively through investigations and enforcement 
actions. 

SR 26‑2 (April 2026) reaffirmed this philosophy, updating 
model-risk expectations without creating prescriptive rules 
for emerging AI techniques. The guidance maintains a 
principle and risk‑based approach, noting that generative 
and agentic AI fall outside its formal scope but still require 
strong governance and controls. More targeted guidance for 
these systems is likely as adoption accelerates.  

The NIST AI Risk Management Framework (2023) has 
emerged as the voluntary gold standard, providing a 
principles-based approach organized around four functions: 
Govern, Map, Measure, and Manage.8 Though voluntary, 
NIST alignment offers credible defense during regulatory 
examinations. 

Complexity increases at the state level, where Colorado, 
New York, California, and others have enacted varying 
requirements for high-risk AI systems, bias audits, and 
automated decision-making transparency. For national 
institutions, a single agent may face different obligations 
depending on customer location. 

The American model offers flexibility but comes with 
uncertainty. Organizations interpreting regulatory silence as 
permission to deploy without robust risk management may 
become subjects of enforcement actions that publicly 
define boundaries. 

The United Kingdom: "Pro-Innovation" 

The United Kingdom has prioritized innovation while 
maintaining outcome-based accountability. Rather than 
new AI legislation, the UK empowers existing regulators 
like the Financial Conduct Authority to apply their mandates 
to AI systems. The emphasis is on outcomes over 
prescriptive requirements: under the Consumer Duty 
principle, firms must demonstrate that agents serve 
customer interests and deliver fair outcomes, not merely 
satisfy technical checklists. 

The FCA’s "AI Live Testing" sandbox invites firms to test AI 
use cases in controlled environments, enabling both 
institutions and regulators to observe failure modes and 
develop appropriate mitigations.9 This approach treats 
innovation and safety as complementary, creating space for 
experimentation while ensuring lessons inform guardrails. 

China: "Vertical Security" 

China emphasizes content control, data security, and 
political stability. The Interim Measures for the 
Management of Generative AI Services (2023) require 
content review, security assessments, and algorithm 
registration.10 Emerging agent standards focus on ensuring 
systems operate within defined boundaries and cannot 
generate politically sensitive content or access 
unauthorized data. The regulatory emphasis is on proving 
control and state alignment rather than user transparency. 

Navigating Global Fragmentation 

The global regulatory landscape for Agentic AI reflects 
fundamentally different values and priorities. Europe 
emphasizes comprehensive legal frameworks and human 
oversight. The United States relies on existing laws and 
enforcement. The UK prioritizes innovation within outcome-
based boundaries. China focuses on security and control. 

For institutions, this divergence demands governance 
frameworks flexible enough to satisfy the most stringent 
requirements (EU) while maintaining global coherence. 
Institutions that design for EU AI Act compliance, align with 
NIST principles, demonstrate outcome accountability, and 
implement strong security controls will be well-positioned 
to deploy agentic systems across jurisdictions, managing 
regulatory risk while capturing competitive advantage. 

Conclusions and Recommendations  
Agentic AI represents a departure from previous 
generations of AI. Traditional AI systems generated 
predictions and recommendations that humans evaluated 
and acted upon. Agents, by contrast, are designed to act 
autonomously: they decompose objectives into tasks, plan 
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multi-step workflows, invoke tools and APIs, and execute 
decisions without requiring human approval between steps. 
This operational difference, from providing advice to taking 
action, exposes the limitations of traditional MRM 
frameworks. MRM was developed for models that produce 
outputs for human review, not for systems that 
independently execute consequential actions across 
enterprise infrastructure. Managing agentic systems 
effectively requires adapting governance approaches to 
address their autonomy, their use of external tools, and 
their capacity to compound errors across sequential 
decisions. 

You Cannot Govern What You Cannot See 

Financial institutions must invest in Agent Dashboards that 
provide real-time visibility into what agents are doing and 
where they are encountering problems. These systems 
must visualize agent interrelationships, display tool usage 
patterns, surface anomalies in real-time, and enable step-
by-step replay of decision pathways. Without this visibility, 
risk management becomes reactive rather than proactive. 
The Agent Dashboard must become a fundamental tool for 
model owners and risk managers to understand the 
systems they oversee. 

Permissioning: Control What Agents Can Touch 

Institutions must adopt zero-trust principles: agents should 
start with minimum permissions and gain access to tools, 
data, and systems only through explicit justification and 
approval. The practical risk of an agent is often defined 
more by the tools and data an agent can access than its 
reasoning capability.  

Validating what agents can do must take precedence over 
validating how accurately they think. Tool governance, 
including defining, restricting, and continuously monitoring 
agent permissions, becomes as important as traditional 
model validation. Dynamic governance is essential: as 
agents evolve and new tools are integrated, permission 
structures must be regularly reviewed, tightened, and 
adapted to changing risk profiles. 

Governance Must Be Continuous, Not Episodic 

Traditional MRM operates on a validation-at-deployment 
model followed by periodic reviews. Agentic AI 
demands continuous monitoring of outcomes, tool usage, 
policy compliance, and behavioral drift. Financial 
institutions should establish or empower dedicated AI 
Governance Councils with explicit authority over 
autonomous agents, responsible for setting enterprise-wide 

policies, approving high-risk deployments, reviewing 
incidents, and ensuring that agent inventories remain 
comprehensive and current. This governance structure 
must be empowered to enforce standards across business 
lines, preventing the proliferation of ungoverned agents 
developed in silos. 

Safety as Competitive Advantage 

There is a temptation to view governance as friction that 
slows innovation. This is a fundamental misunderstanding. 
In regulated industries like financial services, the 
competitive winners will not be those with the smartest 
agents, but those with the strongest brakes. Robust 
controls are what enable speed. They allow institutions to 
deploy agents confidently, expand scope aggressively, and 
operate autonomously at scale knowing that guardrails 
prevent catastrophic failures and monitoring systems 
detect problems before they cascade. 

Regulatory scrutiny is intensifying globally. The EU AI Act 
imposes binding obligations with substantial penalties. U.S. 
regulators are enforcing existing laws against algorithmic 
bias and inadequate risk management. The UK demands 
outcome-based accountability. China requires security 
assessments and content controls. Institutions that build 
"safety first" architectures (zero-trust permissioning, 
comprehensive transparency, meaningful human oversight) 
will be the ones regulators trust, customers embrace, and 
boards empower to move faster. 

The Imperative 

Agentic AI is not a distant possibility; it is operating now in 
production environments across customer service, fraud 
detection, wealth management, credit operations, and 
much more. The question is not whether to deploy agents, 
but how to govern them responsibly. Institutions must 
commit resources, build infrastructure, and cultivate 
cultures that treat autonomous AI as a fundamental 
reimagining of decision-making, not merely an IT project. 

Institutions that embrace rigorous governance as an 
enabler of innovation, rather than a constraint upon it, will 
define the next era of financial services. Those that do not 
will find themselves managing risks they cannot see, 
explaining failures they do not understand, and facing 
regulators they cannot satisfy. Agentic AI offers 
transformative opportunity, but only for those prepared to 
govern it with the rigor it demands. 
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